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Abstract

Decentralized MDPs provide an extensive framework that can model the interaction between
multiple agents making decisions sequentially in a stochastic environment. Finding an optimal
policy for problems in this framework however requires a large computational effort. For
instance, an infinite-horizon problem, is proven to be undecidable in the worst-case.
In this thesis we show an alternate route to obtain a decentralized policy. Hereby, we rely on
the use of optimal global behavior and an altered local belief.
The optimal global behavior is defined by the solution to the underlying centralized MDP
problem. We solve the underlying MDP problem to obtain a global policy which determines
the optimal action in a given state. The agents in a decentralized decision problem do not
have full access to this state however. They use limited information to build a belief about
the current state they occupy. A standard belief state update does not inherently include
any reasoning about the actions of other agents however. In this thesis we altered the agents’
local belief state by adding a term that incorporates explicit reasoning about the actions of
other agents.
We test this method on a set of commonly used benchmark problems. We will show that
we can positively affect the cooperative behavior of the agents in a decentralized decision
problem by altering the local belief states of the individual agents within it.
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Chapter 1
Summary

If we were to look at robots that are currently employed in everyday households, such as
vacuum robots, we see that these robots are mainly able to work within bounded environments
by themselves. Suppose we would want to clean larger environments with more robots, we
would find that this is not so easily done. It would require the decentralized execution of a task
in which the robots should cooperate. We depart from the explicit modelling of such a robot
problem, and focus on the intricacies involved with decentralized planning and execution for
a much broader class of this kind of problem. We assume that the generic form of these
problems can be described with a stochastic model in which the robots can perform highlevel actions that affect their environment. The robots should all individually decide on these
actions without explicit communication among each other to aid them.
There are multiple frameworks available to model this stochastic interaction between agents
and their environment. These frameworks model environments in which the agent or agents
should pick and execute an action every discrete time step. In this thesis, we further assume
discretized state, action and observation spaces in each of the frameworks mentioned. At
each time step, the agent(s) receive information pertaining to the current state of the system.
Based on this information and other stored information, the agent(s) should pick the following
action to take.
In this thesis, we use three separate frameworks, all active in stochastic decision modelling.
The first framework is the standard MDP , which is used to model the activity of a single
agent. The agent chooses and executes an action every time step, resulting in a stochastic
effect on the next state of the system.
If the agent in question, no longer has an accurate or full view of the state, we can model
this with the second framework, which is the POMDP. In this framework, the agent only
receives a fuzzy signal with some information about the current state. This information is
collected into the belief state, which is a probability distribution over all possible states the
agent might occupy.
The third framework governs modelling problems with more agents. While separately naming
them, we consider these multi-agent extensions of the MDP and POMDP to be very much
Master of Science Thesis
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like each other. These extensions are the Dec-MDP and Dec-POMDP frameworks. These
frameworks both describe problems in which agents must cooperate to achieve their goals.
The agents cannot, however, observe the complete current state. They can only perceive their
own small part of it. There are algorithms with which we could calculate a policy for such a
problem, though these algorithms require a great amount of computational effort while still
being limited to planning for a set horizon.
Our goal is to find a more computationally efficient way to build a decentralized policy.
Instead of directly solving the decentralized problem, we make use of the underlying MDP
which can be built by temporarily assuming full observability of the state by all agents. This
way we can solve the MDP and obtain a global policy that links states to a corresponding
optimal joint action. We hereby utilize the fact that it is easier to solve a standard MDP
problem than its decentralized counterpart. We use this global policy combined with a beliefstate and several heuristic functions for each agent to make appropriate action decisions. We
also apply the global policy information to the belief-state update rule in order for the agents
to reason about the actions of other agents.
Evaluation of this approach is done by testing it on a set of existing benchmark problems
called the ‘recycling robots’ problem, the ‘broadcast channel’ problem and the ‘meeting on a
grid’ problem. We evaluate our approach by viewing the expected rewards we can obtain in
these problems. These expected rewards are obtained by collecting the rewards over multiple
simulation runs. We compare our results to currently known best results in both infinite
horizon and finite horizon methods for decentralized problems.
Running the simulations showed that we can achieve good results on all provided benchmark
problems. In two of the three benchmarks, we did not improve the collective behavior of
all agents. This was due to the fact that they already performed well without the added
knowledge. On the ‘meeting on a grid’ problem, we found that the addition of global policy
information improved the behavior. This in turn shows that the addition of global action reasoning can improve the behavior of the agent in cooperation. This performance enhancement
is not guaranteed however.

M.J. Hulscher
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Chapter 2
Introduction

2-1

Problem Setting

Executing a task with multiple agents requires all actions made by the individuals to be
coordinated with each other. This type of coordination between multiple agents can be done
easily if all agents can communicate perfectly with each other. It becomes much more difficult
however, when the communication is cut off and the agents must cooperate and base their
actions on locally obtainable information only. This is the type of problem setting we envision
in this thesis. We wish for multiple agents to cooperate without explicit communication,
essentially tackling a cooperative problem decentrally.
We envisioned these types of scenarios in order to aid us in developing cooperative techniques
for multi-agent problems. These problems include multi-agent search and rescue operations,
(submarine) exploration, distributed resource allocation or cleaning to name a few.
We can illustrate the cleaning robots problem more specifically, as a cooperation effort between multiple roomba robots. Currently, these cleaning robots do not possess the ability to
cooperate with one another in any way. They are designed and built to vacuum an average
sized living room by themselves. This is expressed by their battery life and behavior. In order
to process and clean a larger and more complex environment however, we wish for multiple
robots to cooperate. They could take over each others’ work when in need and divide a large
workload of a large space into individually achievable chunks.
In addition to being able to just cooperate, we would want the robots to do this without
explicit communication among each other. In other words, the robots must coordinate their
actions without intermittently communicating their states or findings. This desire stems
from the real world possibility that communication might not be achievable in some cases.
Either robots do not possess communicative hardware (such as most cleaning robots) or the
environment is duly large that communication channels cannot span it.
Originally our goal was to model the multi-robot cleaning problem using decentralized markov
decision process frameworks. We could then use this model to build a local policy for each
robot and apply these in a real world setting. This goal however gradually changed into finding
Master of Science Thesis
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a new way to approach general decentralized decision making. Specifically, we investigated a
novel way to incorporate a centralized policy into the decentralized execution of a problem.
The idea here is that we solve an underlying problem that does not take into account the
decentralized nature of a problem. We then utilize the formed centralized policy to have
individual agents build a belief about the actions of other agents.

2-2

Decision Theoretic Planning

The standard Markov Decision Process (MDP) framework has been extensively researched
over the years and gained much traction in the scientific community as the preferred framework
to model sequential decision making in a stochastic environment[1, 2]. The framework models
an agent that has the ability to take actions that affect its environment stochastically. The
aim of solving, or planning for an MDP problem is to find a strategy for the agent to behave
in such a way that it maximizes a given performance criterion. An agent in an MDP setting
has a complete view of the state of the system at any given time, which might not be entirely
realistic in real world settings where sensor readings can sometimes be false or otherwise
inaccurate.
This partial observability of the state can be modelled using the Partially Observable Markov
Decision Process framework. In this framework, the agent can no longer view the complete
state, but only obtains observations with fuzzy information about the state. The reduced
clarity of the state comes at a price, as planning for this particular type of stochastic system
requires more computational effort than for a standard MDP. In general POMDP problems,
the agent is required to balance the need to optimize its reward gain with the need to gain
additional information about the state of the system. To achieve this, the agent needs to
reason about multiple possible states it might occupy. This is achieved by keeping track of a
belief-state which is a probability distribution over states the agent might occupy. The belief
state is updated at each time step after the agent obtained its observation.
For some problems we require multiple agents to work together to achieve a certain goal. This
too can be modelled, using a Markov Decision Process framework by either extending MDP
directly to model multiple agents. Otherwise we could extend the POMDP framework, which
in turn will restrict the agents’ observation of the state. These multi-agent decision processes
model the agents’ stochastic interaction with the environment as well as the interactions
among the multiple agents. Though multi-agent decision processes have been known to allow
for full state observability, most research is done on partially observable subclasses [3, 4, 5, 6].
These partially observable multi-agent decision processes are described by the Dec-MDP and
Dec-POMDP frameworks.
In the field of multi-agent stochastic decision processes, we generally separate the execution
of the problems from solving them. In other words, we generally first solve the problem in a
separate step before we can execute it. The reason behind this is that executing agents should
not be able to perceive their performance measure, as this can constitute as an indirect way
of communication [2].
In order to solve a multi-agent decision process, we usually assume that the planning algorithm
has full access to the interaction mechanics of the environment in addition to the model of
stochasticity of the observations. Planning for the problem itself focusses on finding a set
M.J. Hulscher
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action agent 1 a1

belief agent 1 b1 (s)

action agent 1 a1

action agent 2 a2

belief agent 2 b2 (s)

action agent 2 a2

..
.
¯
action agent n an

..
.

..
.

belief agent n bn (s)

action agent n an

(a) global policy where the complete state
is mapped to all agent actions at once. We
call refer to the collection of all actions as
the joint action or global action.

(b) local policies where each agent has
their own mapping from local information
to local action.

Figure 2-1: Difference between local and global policies.

of local actions for every agent, based on their sequences of observations within the system.
Though much advancements have been made, planning for a multi-agent problem proves to
be intractable for most larger problems.
We make use of matters concerning MDP and POMDP to solve their multi-agent extensions.
In particular, we use the underlying MDP of a given decentralized problem to build a global
policy which maps fully observable states to actions for every agent as graphically shown in
Figure 2-1a. This as opposed to local policies which only provide mappings from individual
agent (local) beliefs to local actions as shown in Figure 2-1b.

2-3

Applications of Decision Theoretic Planning

Previously, we described general problem settings for which multi-agent decision process
frameworks can be used. In literature, there are many examples of such problems, some
of which we will discuss here.
For example, we can identify a real-world application in robot soccer competitions [7], where
a team of robots must cooperate to win a soccer match. The robots must perform highlevel actions pertaining to navigation and game strategy, in order to achieve their goal of
winning a match. The robots have access to limited and fuzzy information about their direct
surroundings, not to mention the information being fed to the other agents. The outcome
of the actions taken by the robots is considered stochastic since there is always a chance of
failure. An example of this is passing a ball which could be intercepted by the opposing team.
Other examples can include multi-agent navigational tasks [8] and exploration tasks [9]. These
tasks require multiple agents to traverse an environment and map it. The agent are required
to individually take actions and take measurements of the environment, eventually resynchronising with one another to build a full map. The agents should individually decide in which
direction to explore, leaving the rest of the environment to the others.
Quite some research has also been put into using decentralized decision models in order
to improve performance of distributed sensor networks [10, 11, 12]. We can illustrate the
situation in these models as a set of sensor nodes that need to collectively gather information
Master of Science Thesis
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about a certain environment aspect. For example, this could be illustrated by a set of nodes
that must track a certain target that can pass different nodes. The action of scanning for the
target incurs a cost which can only be offset by finding a target and gaining rewards.
Another field of use is Search and Rescue operations [13, 14], where multiple agents are tasked
with finding victims in a cluttered environment and extracting them. This task requires the
agents to cooperatively search the area and help each other remove obstacles in their path.
This paves the way for a planning tasks in which agents with very heterogeneous set of skills,
where some are able to clear out debris and others can safely extract victims on site.

2-4

Focus of this Thesis

We focus on the utilization of a centrally solved policy in the decentralized execution of a
multi-agent problem. The idea is that we solve an underlying version of a decentralized
stochastic problem where we temporarily assume full observability and communication between the agents. This way we have an optimal planning from state to global action.
Adapting this global policy to individual agents can be done through heuristic functions based
on the local belief state of a agent. What is novel however, is that we also incorporate the
global policy in the local belief update function of every agent. This way, we introduce a
way for individual agents to reason about the actions of others. This in turn can lead to an
improved performance of the collective behavior of all agents. One thing to note however is
that we cannot guarantee optimal behavior with this approach. It serves to investigate the
potential of influencing collective behavior through local belief update alterations.

2-5

Research Questions

As previously mentioned, we want to make use of the underlying centralized version of a
decentralized problem. The goal is to add useful information to individual agents pertaining
to the activity of others. In order to do this we ask ourselves some questions which we would
like to have answered by the end of this thesis. The are:
• Can we extend the local belief of agents in a decentralized problem to incorporate a
global policy?
• Can we improve the cooperative behavior in a decentralized setting by altering the local
belief update for individual agents?
• Can we guarantee performance improvement by altering the local belief update?

2-6

Outline

This thesis is organised as follows. In Chapter 3 we will specify in further detail, the MDP
framework and its generalisations, the partially observable POMDP and multi-agent frameworks Dec-MDP and Dec-POMDP. This chapter will also contain content that explains the
M.J. Hulscher
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current methods used in these frameworks. Chapter 4 will describe the novel approach, devised during the course of our research. This approach utilizes a simpler underlying version
of a decentralized problem to aid in building a decentralized executable policy. Experiment
details and results are provided in Chapter 5, followed by Chapter 6 with conclusions and
recommendations.
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Chapter 3
Markov Decision Processes

3-1

Introduction

A problem posed for a multi-agent system can be written in the form of a Decentralised
Markov Decision Process (Dec-MDP) or Decentralized-Partially Observable Markov Decision Process (Dec-POMDP). These frameworks model the independent decision making of
multiple agents and their limited view of the environment and its states. In this chapter,
we will show how the Dec-MDP and Dec-POMDP frameworks are logically built from the
well established Markov Decision Process (MDP) which is used in the field of Reinforcement
Learning (RL) to emulate the interaction between an agent and its environment. This chapter
begins by explaining the standard MDP and continues to expand on that by incorporating
partial observability of the state with the POMDP framework. Further on we will introduce
the multi-agent markov decision frameworks with Dec-MDP and Dec-POMDP.

3-2

Markov Decision Processes (MDPs)

The Markov Decision Process (MDP) [1, 15] has been widely used in literature as a mathematical framework for sequential decision making in stochastic domains. More specifically, an
MDP models an agent’s interaction with a stochastic environment. During the course of this
thesis we assume we can discretize all aspects of this interaction. In other words, we model
the set of agent actions and the set of states it can occupy as finite sets. We also assume
that time is divided into discrete steps. At every discrete time step, the agent is given the
opportunity to pick and execute an action based on the current system state. This action,
combined with the current state, stochastically affect the transition to a new system state.
After each transition to a new state, the agent is given a reward, depending on which action it
took and which new state it transitioned to. The rewards gained over multiple time steps are
combined in a performance measure. It is the goal of the agent to optimize its performance
measure over a specified number of steps. In order to do this, we build a policy that describes
Master of Science Thesis
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Environment
(update state)
state s & reward r
action a
Agent
(policy π)
Figure 3-1: MDP: agent interaction with its environment.

which action to take when the system is in any particular state. If the policy is optimal, it
describes the optimal actions to take, starting from each state.
Figure 3-1 displays the interaction between an agent and its environment during a single time
step. At any time instant k, the agent will be in a certain state sk ∈ S. At this point, the
agent has the option of choosing any action ak ∈ A. After choosing and executing a particular
action, the system transitions to a new state s0 ∈ S. At this time, the agent also receives
a reward r depending on the action it took and the state it reached. Reaching a particular
state is the result of the entire series of previous states and actions. The probability of ending
up in a state sk+1 and receiving reward r is written as:
P r sk+1 = s0 , rk+1 = r|sk , ak , sk−1 , ak−1 , ..., s0 , a0


(3-1)

where sk and ak are the states and actions respectively at time step k.
One important aspect of a Markov Decision Process is the Markov Property [1] which states
that the entire state-action history up to the last state transition sk , ak−1 , sk−1 , ak−2 , ..., a0 , s0
can be summarized by just the the current state sk . Incorporating this into (3-1) results in:
P r sk+1 = s0 , rk+1 = r|sk , ak


(3-2)

This implies that all relevant information pertaining to the decision at hand is available in the
current state description of the system. With this assumption, the probability of reaching a
certain state sk+1 = s0 can be calculated more easily since we only need to take into account
the last state sk and action ak .
T (s, a, s0 ) = P r sk+1 = s0 |sk = s, ak = a


(3-3)

Where T is the state transition probability function as defined in Definition 3.1. Similarly,
given any current state sk and action ak , the expected reward can be calculated by:
R(s, a, s0 ) = E rk+1 |sk = s, ak = a, sk+1 = s0




(3-4)

All these aspects of the MDP combined make up the entire framework. We formally define
the MDP in Definition 3.1.
M.J. Hulscher
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Definition 3.1 (MDP). The MDP is defined as a tuple hS, A, T, Ri, where
• S is a discrete, finite set of states
• A is a discrete, finite set of actions
• T is a state transition probability function defined as T : S × A × S → [0, 1]
Functionally denoted by the probability T (s, a, s0 ) = P r {s0 |s, a}1 that the system transitions to state s0 from state s after using action a.
• R is a reward function defined as R : S × A × S → R
Functionally denoted by the reward rk+1 = R(s, a, s0 ) given to the agent if it reaches
state sk+1 = s0 after taking action a in state s
The reward function R and state transition function T completely describe the system dynamics and the value of all actions, and are used to calculate a policy for the agent.
The MDP-framework heavily relies on the fact that the agent has complete access to the state.
In reality however, sensors can be noisy or otherwise inaccurate resulting in an uncertain
state measurement. To account for this more realistic setting, a generalised variant of the
MDP framework exists to account for partial observability of the state space. This Partially
Observable Markov Decision Process (POMDP) will be discussed in Section 3-3. The process
and tools to create a policy for an MDP will first be discussed in the following subsections.

3-2-1

Performance Measures

For the agent in the MDP-framework, the objective is to maximize a performance measure
over a series of time steps. This performance measure indicates the expected long term reward
the agent can obtain. One standard performance measure is the finite-horizon optimality [16],
through which the agent aims to maximize the expected sum of rewards it receives over the
upcoming h time steps, where h is called the horizon of the problem. It represents the number
of steps into the future that the agent has to take into account when choosing an action. The
finite-horizon optimality is written as:

E

" h
X

#

rk

(3-5)

k=1

where rk is the reward received at time step k.
The general approach of the finite-horizon optimality is very basic. It does pose some problems
in its applicability however. The main reason is that any possible reward in the future is
valued as much as any reward that can be obtained immediately. This can be counteracted
by discounting future rewards, as done in (3-6).

E

" h
X

#

γ k rk

(3-6)

k=1
1

Writing P r {x|y} denotes the probability of x happening, given the occurrence of y.
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Where the discount factor falls within the range 0 < γ ≤ 1.
Here the immediate rewards are more valuable to the agent, effectively prioritizing immediate reward over long-term cumulative reward. Reducing the discount factor will put more
emphasis on the immediate reward, whereas a larger discount factor will allow for a greater
effect of possible future rewards.
Due to the nature of a discount factor, rewards far enough into the future are discounted
enough to be completely negligible. This means we do not necessarily need to choose a
horizon. Instead, we can reason over an indefinite number of time steps. This is called the
infinite-horizon discounted model.
E

"∞
X

#

γ k rk

(3-7)

k=1

Although the reward is summed up over an infinite horizon, the discount factor ensures that
the sum is still finite. This does mean that the discount factor can no longer be equal to 1 in
this case.
Whether to require a finite or infinite horizon optimality is usually dependent on the performance requirements of the designer of a particular MDP problem. If we expect the problem
to be executed for a limited time only, we might require a finite horizon performance measure
since this might influence decision making in certain instances. Otherwise, if we would want
the agent to make informed decisions at any time instant during a longer run, we would use
an infinite horizon measure.

3-2-2

Policy

The aim of solving an MDP is to find an optimal policy π. A policy is considered optimal if
the action being mapped to, yields the greatest expected cumulative reward.
A policy is typically either one of two options. A stationary policy is a direct mapping from
the current state to an action π : S → A. In a nonstationary policy πk , the action to be
taken is decided on both state and the current time step k. Such an approach can only be
used for finite horizon problems since the policy would need to be infinitely large for infinite
horizon policies. Due to the nature of finite-horizon optimality, a finite-horizon policy is not
necessarily stationary. If an agent chooses an action to take, it is usually going to matter if
it is the last action possible or there is still a time to go.
Policies can also be classified as being either deterministic or stochastic. A deterministic
policy maps states directly to actions π : S → A. A stochastic policy however maps to
actions in a probabilistic manner π : S × A → [0, 1]. In this thesis, we only use deterministic
policies.
To define the performance of a particular policy, we can evaluate it using one of the previously
mentioned performance measures. This evaluation results in a value function for the policy.
We further explain value functions in the next subsection.

3-2-3

Value Functions

To evaluate the performance of a policy, we use the value function V π (s) of a particular policy.
The value function describes the expected reward that can be obtained if the agent starts
M.J. Hulscher
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from any given state and then continually follows the policy. Calculating the value function
for a policy is done by finding the expected reward from any state. In the infinite-horizon
case, this can be expressed by the equation:


V π (s) = E π [rk+1 |sk = s] = E π 

∞
X



γ j rk+j+1 |sk = s

(3-8)

j=0

where E π denotes the expected value given that the agent follows the policy π. Often, the
value function and policy are combined into a state-action value function or Q-function. The
Q-function builds up the expected value of each state-action pair. It describes the expected
return starting from state s, taking action a and after that continuing on following policy π.
The Q-function for an infinite horizon model is expressed by:


Qπ (s, a) = E π [rk+1 |sk = s, ak = a] = E π 



∞
X

γ j rk+j+1 |sk = s, ak = a

(3-9)

j=0

The value functions are similarly defined for finite-horizon problems.
The value functions are obtained through experience by maintaining an average of all results
gained after having been in a certain state, for each state. This is done iteratively by using
the Bellman equation shown below, as an assignment.



V π (s) = E π 

∞
X



γ j rk+j+1 |sk = s

j=0



= E π rk+1 + γ

∞
X



γ j rk+j+2 |sk = s

j=0



=

X



T (s0 , π(s), s) R(s0 , a, s) + γE π 

s0 ∈S

=

X

∞
X



γ j rk+j+2 |sk+1 = s0 

j=0
0



0

π

0

T (s , π(s), s) R(s , a, s) + γV (s )



(3-10)

s0 ∈S

The Qπ value function is updated in a similar fashion. The optimal policy π ∗ is a policy that
receives the most reward starting from any initial state. For an agent who has found the
optimal policy, the following equations hold:

V ∗ (s) = max V π (s)

(3-11)

Q∗ (s, a) = max Qπ (s, a)

(3-12)

π

π

(3-13)
for all s ∈ S and a ∈ A, where V ∗ (s) and Q∗ (s, a) are the optimal value functions.
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Deriving the actual policy from the value functions is done by choosing the action that
maximizes future reward at each state. This is expressed by:

π(s) = arg max Q(s, a)
a

= arg max E [rk+1 + γV π (sk+1 |sk = s, ak = a]
a

= arg max

X

a

T (s0 , a, s) R(s0 , a, s) + γV π (s0 )




(3-14)

s0

where arg max describes the particular action a that results in the maximization of the rea

maining expression. We will commonly evaluate a new value function based on the policy
defined this way and iteratively improve upon the result. Eventually approaching a maximum. There are some challenges associated with calculating an optimal policy. The main
difficulty lies in the so-called curse of dimensionality. This means that the problem size increases exponentially with increasing state space size, making it computationally harder to
calculate the value function of a given policy.

3-2-4

Dynamic Programming

Dynamic Programming (DP) is a term used to describe a set of algorithms that are able to
find an optimal policy for a standard MDP problem, provided the algorithms have access to
a complete model of the problem. In this thesis we assume to have access to this complete
model for policy generation purposes. DP encompasses two core algorithms called Policy
Iteration and Value Iteration.

Policy Iteration
Policy Iteration describes an algorithm in which the policy is built using two separate steps
iteratively. In the first step, the current proposed policy is evaluated using the expression
previously defined in (3-10). During this step, the algorithm essentially calculates the value V π
of the current policy. Often the Bellman equation is applied to each state iteratively to build
the current value of the policy. An alternative approach is to use Linear Programming [17]
to calculate the value.
During the second step, the policy is improved by calculating the expected reward of each
state-action combination and adding that to the discounted value function.

Qπ (s, a) =

X

T (s0 , a, s) R(s0 , a, s) + γV π (s0 )




(3-15)

s0

The new policy can then be found by plugging Q(s, a) into (3-14). A this point, if there exists
some action a ∈ A where Qπ (s, a) > V π (s), the policy will be improved in that particular
state. If the policy cannot be further improved, that means that its value function already
M.J. Hulscher
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Environment
(update state)
observation o & reward r
action a
Agent
(policy π)
Figure 3-2: POMDP: agent interaction with its environment.

satisfies the Bellman equation and therefore is optimal.
Performing policy iteration on a discrete MDP problem will guarantee it to converge within
a finite number of iterations [2]. It is worth noting that a policy iteration algorithm requires
an initial policy π0 as input. Also, the evaluation step is computationally expensive since it
requires passing over every state multiple times per iteration.

Value Iteration
In a Value Iteration algorithm, the focus is less on directly interacting with the policy, and
more with the value function. Essentially, the value iteration algorithm combines the two steps
seen in Policy Iteration, no longer requiring the use of an explicit policy to be calculated during
each iteration. Instead, it iteratively computes an approximation of the value function until
it converges to the optimal value function. Starting with an initial value V0 the algorithm
iteratively performs the Bellman update according to:

V 0 (s) = max
a

X

T (s, a, s0 ) R(s, a, s0 ) + γV (s0 )




(3-16)

s0 ∈S

Value iteration guarantees an optimal value function V ∗ in the limit [1]. Subsequently, we
can derive an optimal policy from that by applying (3-14).
Despite both algorithms achieving the same goal of finding an optimal policy, they have
additional strengths and weaknesses. Policy iteration will generally converge faster but at the
cost of expensive value computations at every iteration. Value iteration, on the other hand,
may converge slower, especially if the discount factor γ is closer to 1. However, it has a less
computationally demanding update process, especially with respect to state space size.

3-3

Partially Observable Markov Decision Processes (POMDPs)

An MDP is very suited for decision making under full certainty of the full state. It is this
assumption of full certainty of the current state however that can pose problems in real world
settings where sensor signals can be noisy or otherwise inaccurate, effectively leaving the
environment only partially observable. Deciding on actions directly based on noisy data can
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observation o
Environment
(update state)

Belief update

action a

state distribution

Agent
(policy π)
Figure 3-3: Belief State MDP.

have detrimental effects on the performance of an agent. To cope with uncertainty concerning
the state, the Partially Observable Markov Decision Process (POMDP) [16] framework was
devised. It is an extension of the (fully observable) MDP treated in the previous section
that, instead of viewing the state s directly, now only obtains an observation o ∈ Ω. This
observation will most likely contain incomplete information, prompting the agent to reason
about the uncertainty of occupying a certain state. It might also need to choose actions that
forgo possible immediate reward for an increased likelihood of reward later on. The possible
observations an agent can see are contained in a finite set Ω. As with the standard MDP, a
POMDP can be described by the tuple:
Definition 3.2 (POMDP). A POMDP is defined as hS, A, Ω, T, R, Oi where
• S, A, T and R are described by the definition of the standard MDP
• Ω is the discrete finite set of possible observations
• O is an observation function defined as O : S × A × Ω → [0, 1]
Functionally denoted by the probability function O(o, a, s0 ) = P r {o|a, s0 } describing the
probability that an agent will observe o after taking action a which resulted in reaching
state s0
Figure 3-2 displays a diagram of the interaction between an agent and its environment in the
POMDP framework.
As with the standard MDP, the aim of solving a POMDP is to create a policy that maximizes
the total future reward. This is now more difficult however, since the agent does not know the
state directly. It is usually unwise to blindly base any action decision on noisy or incomplete
data. This means that a mapping directly from observations to actions is generally not
preferable. By implementing a belief state, the agent can build a probability distribution over
its possible current state out of multiple observations. The belief state is most often used to
plan for POMDP problems by building a mapping from belief to action π : b → A.

3-3-1

Belief State MDP

Remember that a POMDP is still a Markov process. This means that the problem is following the Markov property as explained in Section 3-2. In other words, we assume that the
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current state is a sufficient summary of the past actions taken and states that were visited.
Observations of the state however, do not adhere to the Markov property. This means we
should find another way to represent past activity. We can do this by collecting all actions
and observations during the process.. This information is often summarized into the belief
state. Using a belief state in a POMDP is also described as converting it to a belief state
MDP [2]. The interaction is graphically represented in Figure 3-3. The belief state itself is a
vector bk (s) that forms a probability distribution over all states.

bk (s) = P r {sk = s|ok , ak−1 , ok−1 , ..., a0 , o0 }
= P r {sk = s|ok , ak−1 , bk−1 }

(3-17)

where

b0 (s) = P r {s0 = s}
is the initial belief, defining the probability that the system is in state s at time instant k = 0.
The belief state is updated at every time step, using the previous belief and the most recent
action and observation. This belief update is calculated by:
b(s0 ) =


P r {o|s0 , a} X
P r s0 |s, a b(s)
P r {o|b, a} s∈S

(3-18)

where P r {s0 |s, a} and P r {o|s0 , a} are defined by T and O respectively, and
P r {o|b, a} =

X

P r o|s0 , a


s0 ∈S

X

P r s0 |s, a b(s)


(3-19)

s∈S

is a normalizing constant.
Creating a policy, based on the belief state π(b) → a requires the use of the value function.
However, the expectation of future rewards in no longer only dependent on the action choice.
It also relies on the likelihood of being in a certain state.
Incorporating the belief state into the value function (3-10), results in the expression:

V (b) = E

π

" h
X

#
k

γ R(bk , π(bk ))|b0 = b

k=0

where

R(bk , π(bk )) =

X

R(s, π(bk )) · bk (s)

s∈S
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V

(1,0)
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(0,1)

Figure 3-4: Piecewise linear convex value function for a two-state problem. The x-axis displays
the belief space between two states (s1 , state2 ). The y-axis displays the value of the belief.

denotes the reward the agent expects to receive after the next state transition,assuming the
agent follows the policy π throughout the execution of the problem.
This value function is no longer defined on the state of the system, but on the belief over the
state. Where the possible beliefs are contained in a continuous set of probability distributions
over the state space S. Due to this aspect of continuity, we can no longer define the value
over discrete instances. It has however been proven that the value function in this case is
piece-wise linear and convex [18]. The value function can be comprised of a finite number of
vectors on the belief simplex, indicating that the value of accurate knowledge is in general
better than insecurity. An example of a value function defined this way is shown in Figure
3-4.

3-3-2

POMDP Planning

In order to plan for POMDP problems, we have to account for the added partial observability
in the model. In addition to the POMDP specific value iteration algorithms, there are a two
heuristic strategies that are often used to quickly build an approximate solution. By first
solving the underlying MDP of the POMDP problem, we can obtain the fully observable
policy πM DP (s) and its state action value function QM DP (s, a). We combine the knowledge
of optimal actions in every state with the state estimation built in the belief state.
A straightforward heuristic we can use is the Most Likely State policy πM LS [19] where we
take the state that has the highest probability and use it in combination with the MDP policy
to pick an action.

πM LS (b) = arg max Q(arg max b(s), a)
a∈A

(3-20)

s∈S

= πM DP (arg max b(s))

(3-21)

s∈S

This policy heuristic is clearly not optimal since it does not sufficiently take into account
the inherent inaccuracy of partial observability. It does however provide an indication of the
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accuracy of the belief state. This is due to the fact that the MLS policy reacts to the highest
probable state and thus, this heuristic policy will perform better if the state estimation is
more accurate.
Another heuristic, more often used in literature is the QMDP heuristic [20, 21].

πQM DP (b) = arg max
a∈A

X

b(s) · QMDP (s, a)

(3-22)

s∈S

The QMDP heuristic weighs the probability of of being in a certain state with the potential
reward it can gain, if it were to depart from that state. This way the agent can choose an action
based on the most reward it stands to gain, given a certain belief state. The QMDP heuristic
can work effectively for some problem domains. It does not work for problems where the
agent should collect information repeatedly due to the fact that the QMDP heuristic assumes
that all state uncertainty disappears after taking a single action.

Value Iteration
To optimally plan for a POMDP we need to be able to compute the optimal value function
for it. Using value iteration, we can iteratively estimate the value function, which converges
to  near the optimum in a finite number of iterations [22]. Similarly to value iteration for
MDPs, we iteratively perform Bellman updates until the value function does not change any
more. The Bellman update for POMDPs is defined as

V 0 (b) = max R(b, a) + γ
a∈A

X

P r {o|b, a} V (b0 )

(3-23)

o∈Ω

(3-24)
Where the value function itself is defined by a set of α-vectors V = hα1 , . . . , αn i. This
representation is graphically shown in Figure 3-5.
The value at a given belief is defined by the expression:

V (b) = max b · α
α∈V

with b · α =

P

s∈S

(3-25)

b(s) · α(s) being an inner product.

We can adapt (3-14) to account for a partial observation of the state. This way we can
compute the POMDP policy as:

π(b) = arg max R(b, a) + γ
a∈A

Master of Science Thesis
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P r {o|b, a} V (b)

(3-26)

o∈Ω
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Figure 3-5: α-vector representation of the value of a two-state POMDP problem. The x-axis
displays the belief space between two states (s1 , state2 ). The y-axis displays the value of the
belief.

More often however, the α-vector representation is used directly to compute a policy. Each
α-vector in the value function is labelled with the action that is associated with it. This
means that the POMDP policy is given by:

π(b) = a(arg max b · αi )

(3-27)

αi ∈V

where each particular αi represents a single action in the action space A. It should be noted
that a particular α-vector representation does not necessarily contain an α-vector for each
action, since it is possible that there exists an action in the action space that is never the
optimal choice.

3-4

Multi-Agent Decision Process

The POMDP framework can be expanded in various ways to model problems with multiple
agents. The most often used variants are the Dec-MDP and Dec-POMDP. Their aspects,
similarities and differences are discussed in this section.
Both MDP and POMDP frameworks are concerned with decision problems for single agents
acting in a stochastic environment. If we would want to tackle problems where multiple agents
should cooperate however, we would need to expand the frameworks to do this. We need to
be able to incorporate the interactions between agents, since building an optimal policy no
longer depends purely on the environmental dynamics, but also on the other agents and in
turn, their policies.
There are two notable frameworks that provide this expansion into multiple agent setting.
These are the Decentralised Markov Decision Process (Dec-MDP) and Decentralized-Partially
Observable Markov Decision Process (Dec-POMDP)[23]. In these frameworks, the agents
work together to maximize a single globally defined reward function. None of the agents
M.J. Hulscher
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Figure 3-6: The interaction of two agents with their environment in a Dec-MDP or Dec-POMDP.

within a Dec-POMDP problem can explicitly communicate with another, which means they
do not possess the ability to share their local observations in between time steps. This adds
difficulty since the agents must cooperatively build a joint policy in such a way that the
outcome is optimized, despite this lack of communication. The frameworks pose problems
in which the individual agents must cooperate to maximize an expected cumulative reward.
The individual agents must base their action decisions on local information, which they often
only themselves can observe.
As with the MDP and POMDP, both the Dec-MDP and Dec-POMDP can be described by
a single tuple, here given for the Dec-POMDP framework.
Definition 3.3 (Dec-POMDP). A Dec-POMDP is defined as hD, S, A, Ω, T, R, Oi, where
• D = h1, ..., ni is the set of n agents
• S, T, O, R Are defined in the same way as with the POMDP
• A is set of possible joint actions
• Ω is the set of possible joint observations
In the Dec-POMDP framework, the joint action space is defined as the combined set of
the action spaces of every agent in the system A = hA1 , A2 , ..., An i 2 . Similarly, the joint
observation set encompasses the observation sets of all agents combined Ω = hΩ1 , Ω2 , ..., Ωn i.
The difference between the Dec-POMDP and Dec-MDP frameworks lie in their assumptions
on the observations of the agents, in particular the joint observation of the agents. For the
Dec-MDP, we add the assumption that the combined observations of all agents, uniquely
describe the complete state. In other words, should we enable perfect communication of
local observations between all agents, they would know the full state of the system from
these observations. This is not the case for Dec-POMDP problems however. Should the
2

The notation used here, indicates the collection of action space of all agents.
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Figure 3-7: Global observation o and global action a deterministically relate to the combination
of their local counterparts, local observations oi and ai .

agents communicate all local observations here, they would still be unsure of the complete
system state. For the remainder of this chapter, we will mainly write about the Dec-POMDP
framework and methods pertaining to it. These methods are just as valid for the Dec-MDP
framework due to their close resemblance.
Figure 3-6 displays the interaction between the agents and their environment. This interaction cycles once per time step, which means that at every time step k, a joint action
ak = ha1 , a2 , ..., an ik is taken and a joint observation ok = ho1 , o2 , ..., on ik is obtained. The
state transition probability function depends on the joint action in this case, which adds the
assumption that all agents will have chosen an action before collectively progressing to the
next state. This is more accurately illustrated in Figure 3-7. Here we show that we can collect
all local actions ai into one global action a deterministically.
In the execution of a Dec-POMDP problem, the agents are not able to actually receive
rewards or view the rewards they have obtained. Observing the immediate rewards would
provide additional information regarding the true state which is not present in the received
observations. The actual reward function is only used during a planning stage to form the
policy. This means that we generally first find a policy offline after which we can execute it
in a fully decentralized setting. At this planning stage, the point is to build a joint policy
that maximizes the total expected cumulative reward. The joint policy is the combination of
all local policies π = hπ1 , π2 , ..., πn i.

3-4-1

Histories

In the process of building a joint policy, planning for a Dec-POMDP, we find similar problems as with POMDP problems. A Dec-POMDP problem has similar issues with partial
observability of its state. Problems within the POMDP framework usually deal with partial
observability by determining actions on a belief state. Where the belief state can best be
described as a summary of past observations and actions. Theoretically, the Dec-POMDP
framework could also create a joint belief b by using knowledge of the state transition and
observation models. However, this would require the knowledge of the joint actions and joint
observation, which are not available to all agents during the execution of a real run.
If the agents are not able to see the full state, or build a belief state, there is little more left
than to base the actions on the history of local actions and observations. We form the history
M.J. Hulscher
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of the process from information found at each time step k, where the system is in a state sk ,
observes a joint observation ok and performs a joint action ak . The history of a system after
h time steps will be a sequence of states, joint observations and joint actions in the form:

hs0 , o0 , a0 , s1 , o1 , a1 , ..., sh−1 , oh−1 i

(3-28)

where s0 is the initial state and the initial joint observation o0 is assumed to be an empty
joint observation: o0 = ∅.
Due to partial observability however, we are generally unable to observe the complete state at
any given time step. An agent might also not be able to see the complete joint action being
performed. Consequently, we might need to build the history in a different way to allow for
these missing pieces of information.
We can identify three types of histories that are being used in Dec-POMDP problems.
The Action Observation History (AOH) for agent i, denoted by θ~i,k is defined as the sequence
of actions taken, combined with the sequence of observations received by agent i. At a time
instant k

θ~i,k = ho0 , a0 , o1 , ..., ak−1 , ok ii

(3-29)

~ i,k = ×k (Ωi , Ai ).
Agent i’s set of possible AOHs at time k is Θ
The Observation History (OH) for agent i, ~oi,k , is defined as the sequence of observations
that the agent has received up until a time step k

~oi,k = ho0 , o1 , ..., ok ii

(3-30)

~ i,k = ×k Ωi .
The set of observation histories for agent i at time k is denoted Ω
The Action History (AH) for agent i, ~ai,k , is defined as the sequence of actions an agent has
performed at a time step k
~ai,k = ha0 , a1 , ..., ak−1 ii

(3-31)

It is important to note that the history is only necessary due to the fact that the agents have
no perception of the complete state. Should an agent perceive the full state at any time step,
it can ignore its built up history prior to that point. due to the markov property, the current
state is a sufficient summary of all past actions and observations.
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Figure 3-8: Policy tree for a single agent.

3-4-2

Policies

We can shape the policies for the Dec-POMDPs in multiple ways. Determining the action
either deterministically or stochastically based on the local history. Most often, the policy is
generated as a set of policy trees, one policy tree for each agent. En example of such a policy
is shown in Figure 3-8.
If an agent i in a Dec-POMDP decides on its actions by a direct mapping from its observation
~ i → Ai
history, its policy is called a pure or deterministic policy, πip . The mapping πip : Ω
accounts for the observation action cycle of a single agent.
We define a mixed policy πim for an agent i as a set of pure policies along with a probability
distribution over this set. By doing this, the policy is will not always specify the same actions
for the same situation.
Another way of obtaining this stochastic behavior is to use a stochastic policy πis , which is
a mapping from action-observation histories to probability distributions over actions. This
~ i → P r {Ai }.
mapping will take the form: πis : Θ
The decision to use a particular policy type depends greatly on the decision problem at hand
and the desired performance. Most methods use a deterministic policy to avoid additional
complexity associated with accounting for stochastic behavior.

3-4-3

Value Function

To determine whether or not a policy is improving its behavior or not, we refer to the value
associated with that policy. The value for a joint policy π is defined as

V (π) = E

"h−1
X

#

R(sk , ak )|π, P r {s0 }

(3-32)

k=0

Which is essentially the expected cumulative reward over the next h steps, given a global
policy π and an initial state distribution P r {s0 }.
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Since we usually build the value over multiple runs of a decision problem, it might be best to
build the value iteratively. This leads us to build the recursive expression

V (π) =

X

Vπ (s0 , θ~ = ∅)P r {s0 }

(3-33)

s0 ∈S

If the value of a certain policy cannot be computed recursively, it can be computed by averaging the obtained reward over a great number of trials. This is not favourable however,
since it is very time consuming.

3-4-4

Related Frameworks

There are other multi-agent frameworks closely related to the Dec-POMDP that need mentioning. These frameworks are often mentioned alongside Dec-POMDPs in research papers
due to their similar workings.
The Multi-Agent Markov Decision Process (MMDP) [24] is an extension of the standard MDP
allowing for the interaction between multiple agents. At each time step, the agents perform
an action based on the current state of the entire system. The actions of all agents combined
is called the joint action a. All agents have full observability of the current state, meaning
that solving an MMDP can be done using existing MDP solvers.
The Partially Observable Stochastic Game (POSG) [25] is a game theoretic generalisation
of the Dec-POMDP. The extension this framework provides is that the reward function is
now defined separately for each agent. This means that agents in a POSG problem have the
ability of being self-interested and aiming to purely maximize their own reward. This also
enables the modelling of groups of agents that are competitive in nature. The downside to
individual rewards is however that it is difficult to define jointly optimal policy. An optimal
policy for this type of problem is most likely a Nash equilibrium (NE), however this could
very likely be a local optimum. An NE is a policy equilibrium in which individual agents
cannot unilaterally improve their performance by altering their policy.

3-4-5

Dynamic Programming for Dec-POMDPs

Due to it being a generalised version of the Dec-POMDP, any solution method for POSG
problems can also be applied to Dec-POMDP problems. Such is the case with the DP solution
approach [25]. To solve the Dec-POMDP problem through dynamic programming, the authors
have generalised the DP operator used often in POMDP problems. This operator uses a
two-step system during solving. It first performs a backup to create new policy trees and
accompanying vectors. It then proceeds to prune those policy trees that are dominated,
meaning their values are lower than all other policy trees. This is iteratively repeated until
there is no more pruning possible. All steps taken during an iteration are shown in algorithm 1.
The DP approach starts at the end of the horizon, taking the final actions in the policy
and backs them up. The increasing number of subtree policies created this way, will grow
exponentially as the algorithm goes along. This is why dominated subtree policies are pruned.
The exhaustive backup used in this method is a very computationally expensive operation,
generating all k + 1-step policies from a given set of k-step policies.
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Algorithm 1 Dynamic Programming
Input: : Sets of depth-k policy trees Qki and corresponding value vectors Vik for each agent
i
Output: : Sets of depth-k + 1 policy trees Qk+1
and corresponding value vectors Vik+1 for
i
each agent i
1: for all agents i do
2:
Perform exhaustive backups to get Qk+1
i
3:
Recursively compute Vik+1
4: repeat
5:
choose an agent i, and find a policy tree qj ∈ Qk+1
that satisfies: ∀b ∈ ∆(S×Qk+1
i
−i , ∃vk ∈
k+1
Vi
\ vj such that b · vk ≥ b · vk
6:
Qk+1
← Qk+1
\ qj
i
i
k+1
k+1
7:
Vi
← Vi
\ vj
8: until no more pruning is possible

3-4-6

Complexity

A major hardship in solving Dec-POMDP and even Dec-MDP problems, comes from the
complexity associated with them. In an analysis of the complexity of a Dec-POMDP [23],
the computational efforts of general MDP, POMDP and multi-agent generalisations problems
were compared. This illustrated the inherent difference between a decentralized framework
and a centralized one, essentially validating the intuitive need for a separate framework. The
complexity of an MDP was previously proven to be P, whilst a POMDP is PSPACE-complete.
This means that the problems can be solved using amounts of resources equal to polynomial
functions of their size. Problems in the framework of a Dec-POMDP however are worstcase NEXP-complete, indicating that solving a Dec-POMDP problem will require a 2poly(n)
complex algorithm. In essence this means that solving a Dec-POMDP is quickly becomes
intractable with increasing problem size.

3-5

Summary

This chapter provided an overview of the most notable stochastic decision process frameworks.
The most basic form of these is the MDP where an agent is able to take actions at every time
step. These actions change the state of the environment, and based on this altered state,
the agent is given a reward. The goal of solving an MDP is to find an optimal policy that
dictates the agent’s actions in every state. Optimality is defined as the maximum expected
cumulative reward the agent should obtain by adhering to the policy.
In the POMDP framework, the agent is no longer able to directly observe the system state
and must build a probability distribution governing the probability of occupying a certain
state. This distribution, called a belief-state, can then be used by the agent to base its action
decisions on.
Multi-agent decision processes are used to model stochastic problems for multiple agents.
Both the Dec-MDP and the Dec-POMDP provide general frameworks that are able to model
multi-agent decision problems where the agents are only able to partially observe their enviM.J. Hulscher
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ronment. The downside of these frameworks however are their complexity ratings, indicating
the great computational effort required to solve such a decentralized problem.
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Chapter 4
Centralized Solutions

The way in which we usually calculate decentralized policies is by building a set of local
policy trees based on local observations and actions. This requires an extensive search over
all possible policies, trading off the potential utility with potentially gained information1 . All
local policies also slowly build up a steady belief of the actions of other agents. After all, any
local action is only as good as its cooperative counterpart performed by another agent. The
focus in finding these local policies has been largely put on the decentral nature of the system.
In other words, we mostly plan decentrally for decentralised problems. This has produced
great, and often times optimal results. It does however require for the policy to be built from
scratch without any prior information that may be helpful.
In this thesis, we wish to explore the use of prior information in the form of a policy that has
been built on a global underlying version of the decentralized decision problem. We utilize
this information by incorporating it into the belief update of an individual agent. This allows
a single agent to reason about the actions of other agents in the decentralized problem. We
obtain the global problem by first adding a few assumptions to the knowledge and capabilities
of the agents. For instance, we can assume that the local agents in a decentralised decision
problem have the ability to freely communicate with each other or have the ability to observe
the current state. This way, we can reduce a decentralized problem into an MDP, MMDP or
POMDP problem, which were previously defined in Chapter 3.
Of course these underlying problems differ from their decentralized counterparts. MDPs
hardly handle partial observability well and both MDP and POMDP do not allow the agents
to build a belief of the actions of other agents. They are useful however, for finding optimal
actions in certain states or belief states. In addition, solving an MDP is computationally
much easier to solve than a decentralised decision problem and there is a plethora of existing
algorithms that can do this optimally.
This thesis researches the possibility of using these underlying models and resulting policies,
to aid in building decentralized policies.
1
We define utility as the expected reward gained by taking a particular action. It serves to illustrate the
usefulness of a particular action.
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4-1

Centralized Solutions

Other Centralized Approaches

The notion of using the underlying models in decentralized planning is not new. It has been
used in literature, particularly to aid communication decisions among agents [26, 27, 28].
These methods assume the agents have the ability to communicate to each other at execution
time, however this communication is to be minimized. The underlying MDP problem is
solved to find the optimal action in each state while communication serves to enhance local
knowledge of the state to construct the global state from combined observations. The local
belief is this scenario serves the purpose of finding specific instances where communication
would enhance the decision process. If the local belief, combined with a global policy would
result in a single action option, there would be no need to communicate. If the local agent
has multiple potential actions to take, it can choose to communicate to other agents in order
to gain more information and thus, make a better decision. These methods focus on aspects
of communication while leaving the action decision policy to be determined by the underlying
MDP. While this certainly helps the performance of a multi-agent decision problem, it does
not adhere to our assumption that the agents cannot communicate.
The use of action decision heuristics in decentralized settings is also not new. The QMDP as
previously explained in Chapter 3 has been used in research for decentralized policies [29]. In
these cases however, the QMDP is used in finite-horizon MDP problems. Using this heuristic
method in combination with an infinite horizon utility approach has not been done to the
best of my knowledge.

4-2

Planning Centrally

In order to find a centralized solution, we reduce the decentralized problem. As previously
mentioned, this requires us to add a few assumptions on the decentralized problem. In
this thesis we focus on the two most common uses of decentralized decision problems, the
Dec-MDP and the Dec-POMDP.
If we assume that in either of these problem types, the agents have full observability of the
global state, we can eliminate the observation function and set from their respective tuples.
Reducing their tuples:

D, S, A, Ω, T, R, O → D, S, A, T, R
Which is an MMDP tuple. As previously mentioned, any MMDP problem can be solved using
MDP solving methods, thanks to the full observability of the global state for each agent. It is
worth noting that, although MMDP problems are of lower complexity, the underlying MMDP
of a Dec-POMDP or Dec-MDP still grows exponentially with the number of agents.
If we were to assume full communication between all agents, this would have a different effect
between the two decentralized decision frameworks. A Dec-MDP problem is by design, fully
observable if we have perfect communication. This means that we can reconstruct the global
state by combining the local observations of all agents. This means that the agents can
M.J. Hulscher
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observe the full global state if they communicate their local observations. Again, having full
observability of the global state will reduce any Dec-MDP to an MMDP.
Assuming full communication in a Dec-POMDP problem will provide different results however. By definition, the agents are not able to see the state of the system. Even if they
communicate all their observations, they will only be able to see the global state partially.
Communicating agents will however all have the same view of the system. This means that
they can build a belief governing the global state and all act on that belief. This reduces the
complexity of a Dec-POMDP to that of a POMDP [27]. One thing to note though, is that
this simplification only holds if all agents start out at the same joint belief state.
We solve the underlying MDP/MMDP by using the existing Value Iteration algorithm. This
algorithm may converge slightly slower than the conventional Policy Iteration algorithm, but
is less influenced by the size of the state space which is still susceptible to take on great
proportions when derived from a decentralized decision problem. The general outline of the
value iteration algorithm is written is Section 3-2.
In the end, we obtain a deterministic policy π : S → A and the Q-value function Q(s, a)
associated with it .
In addition to solving the underlying MDP, we will solve the underlying POMDP. To do this
we reduce the decentralized problem in a different way. Instead of assuming full observability
of the state, we assume the agents merely communicate their observations during each time
step. This means that we construct a problem where we combine all local observations into
a single global one. This effectively changes the tuple we use to:

D, S, A, Ω, T, R, O → S, A, Ω, T, R, O
Similarly to the underlying MDP, we use an existing solver to solve the underlying POMDP
and obtain an α-vector policy. Instead of using a normal Value Iteration algorithm to obtain
this α-vector policy, we use an approximate method called Point Based Value Iteration (PBVI)
[30]. The idea behind PBVI, is that we do not iterate over the full belief spectrum, but find
a small reachable set for which we find an optimal value function. This reachable set can be
obtained by applying the belief update rule iteratively during several test runs of the POMDP
problem. We can build an extensive reachable set by picking a random action at each time
step of simulation.

4-3

Building a Local Belief

We intend to try to improve on the belief of the local agents, by allowing them to reason
about the actions and state occupation of the other agents. Using the global policy, we can
build a local belief state for the agents. This local belief state does not only incorporate the
system dynamics into its belief update, but also the assumption of the other agents’ behavior.
We first need to find an expression for the local belief update:
We start out by defining our belief for an agent i as:
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b(s0 ) = P r s0 |ai , oi


(4-1)

by applying Bayes’ rule, we can write this as:

P r s0 |ai , oi =


P r {oi , ai , s0 }
P r {oi , ai }

(4-2)

The denominator term is a normalizing constant that can formulated in terms of the numerator. This means:

P r {oi , ai } =

X

P r oi , ai , s0


(4-3)

s0 ∈S

We will focus on expanding the numerator term further since the denominator term is directly
linked to that. In order to build a proper update, we need to be able to incorporate the state
transition function and the observation function. In order to add these, we need to reason
about the global action a and the global observation o. These are added by the law of total
probability

P r oi , ai , s0 =


X

P r oi , ai , s0 , o


(4-4)

o∈Ω

=

X X

P r oi , ai , s0 , o, a


(4-5)

o∈Ω a∈A

=

X XX

P r oi , ai , s0 , o, a, s


(4-6)

o∈Ω a∈A s∈S

By use of the chain rule, we can expand this to:

=

X XX

P r oi |ai , s0 , o, a, s

(4-7)

× P r o|ai , s0 , a, s

(4-8)


× P r s0 |ai , a, s

(4-9)



o∈Ω a∈A s∈S



× P r {a|ai , s}

(4-10)

× P r {ai , s}

(4-11)

We can reduce most of these terms citing sufficient statistics. For instance, term (4-7) can be
reduced to

P r {oi |o}
M.J. Hulscher
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due to the fact that the local observation spaces Ωi are subsets of the global observation
space Ω. The local observations oi are determined by the global observation o which in turn
is determined by the other variables such as state. This dependence is expressed in term
(4-8).
By noting that all information of the local action ai is contained within the global action a
and that the current state does not contribute to the observation by definition in Section 3-3.
We can reduce term (4-8) to:
P r o|s0 , a


(4-13)

This leaves the term to be perfectly described by the observation function O.
Term (4-9) is reduced by similar reasoning. All information of the local action is again
contained within the global action, reducing the term to:
P r s0 |a, s


(4-14)

This term is now perfectly represented by the state transition function T .
The last term to be reduced, is term (4-11). This turns to:
P r {s}

(4-15)

which is essentially the belief state b(s). The probability over the state is not dependent
on the action taken after it. This action is also known, eliminating the need of forming a
probability distribution P r {ai } over it.
After switching some sum terms, this renders the numerator part of the belief update to be:
X

P r {oi |o}

o∈Ω

X

P r o|s0 , a


a∈A

X

P r s0 |a, s P r {a|ai , s} b(s)


(4-16)

s∈S

resulting in the full local belief update:
X

P r {oi |o}

o∈Ω

X X
s0 ∈S o∈Ω

X

P r o|s0 , a


a∈A

P r {oi |o}

X
a∈A

X

P r s0 |a, s P r {a|ai , s} b(s)


s∈S



0

P r o|s , a

X

P r s0 |a, s P r {a|ai , s} b(s)


(4-17)

s∈S

At this point we can start to insert global knowledge into the system. There are two points at
which we reason about the global counterparts of local information. Those being the global
action a, and the global observation o. Reasoning about the observations of others might not
be desirable however since these observations are stochastic by design. Instead we focus on
the global action and the probabilities thereof.
To do this, we look at one term in the local belief update formula.
P r {a|ai , s}
Master of Science Thesis
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0.5

P r {a}

0.1
Action

a=1

a=2
ai = 1

a=3

a=4
ai = 2

Figure 4-1: Probability of a global action given only a particular local action

fully local belief
If an agent i were to have no information about the possible actions or behavior of the others,
this term would be reduced to

P r {a|ai }

(4-19)

due to the fact that state information is only effective in determining the actions of other
agents. We call a belief update with this action reasoning, an ignorant local belief update. This
corresponds to finding the possible global actions that can result from one local contribution
and equally distributing the probability of those taking place. An example for a local agent
i is given in Figure 4-1. In this example we imagine a two-agent problem where each agent
can perform one of two possible actions. The combination of two local actions determine the
global action. If the local agent has used action 2, this corresponds to two possible global
actions which are equally probable.

local belief with added policy information
We could also reason over the actions of the other agents by using the state-action value
function which was computed as a global solution. If we were to have a single agent i reason
about the actions of other agents by means of the Q-function, we can incorporate this into
the global action probability. In this case, we deduce a probability from the Q-function by
normalizing the expected rewards within and deciding that an action with a higher reward is
more likely to take place than an action with a lower value. We first assume that instances
of ai and s are independent. This way we can write.

P r {a|ai , s} = P r {a|ai } · P r {a|s}

(4-20)

where P r {a|ai } is the probability of a occurring, given only ai and P r {a|s} is the probability
of a given s. Using the Q-function, we define:
M.J. Hulscher
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Figure 4-2: Probability of a global action given state information and global values at those
states
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Figure 4-3: (Normalized) probability of a global action given both local action and state information
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Q(s, a)
P r {a|s} = X
Q(s, a)

(4-21)

a∈A

4-4

Local Decision Making

Using the solutions to the underlying MDP problem, we try to find local actions for the
agents to act independently in the system. In essence, we are trying to convert aspects of the
underlying policy to make them useful in a decentralized setting. The most straightforward
heuristics we can test are those also used in POMDP problems.
The MLS and QM DP heuristics can be used to pick an action from the local belief state.
Since the local belief state reasons over the same states as a normal belief state, we deem it
trivial to adapt these for a local agent i. In essence we seek the best global action to take
using these heuristics, then identifying the local component corresponding to agent i. In case
of the MLS policy we seek the global action as such

a = arg max Q(arg max b(s), a)
a∈A

(4-22)

s∈S

Then identifying the local action ai corresponding to the found global action a.
Similarly, we use the QM DP heuristic to identify the local action for agent i by first picking
the best global action

a = arg max
a∈A

X

b(s) · QMDP (s, a)

(4-23)

s∈S

As shown in Section 3-3, these heuristics stem from the field of POMDP where the only
possible underlying model is the MDP. In the multi-agent scenario, we also have the option
of using the underlying POMDP model and its solution to aid in decentral decision making.
We use the α-vector representation resulting from solving a POMDP problem. Again, we
use the belief of the current state to pick a global action a from which we can deduce the
corresponding local action ai . This is done by altering 3-27 to account for global actions.

a = a(arg max b · αi )

(4-24)

αi ∈V

Here we essentially find the best global action a corresponding to a certain current belief b.
Again. this global actions uniquely corresponds to a local action ai for each agent i.
M.J. Hulscher
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Evaluating Decentralized Policies

Since the local policies, derived from a central policy, are not directly tied to a value function,
we can only build an expected value by taking the results of multiple test runs.
The nature of the policies is based on infinite horizon execution. Thus we try to build an
expected value from any starting point, taking into account all possible future outcomes.
We compare the results in two ways

E

" h
X

#

r

k

(4-25)

k=1

where rk is the reward obtained at time step k.

E

"∞
X

#
k k

γ r

(4-26)

k=1

In order to actually compute the latter expected reward, we will simply choose a horizon long
enough to find an expectation that does not change if we further increased it, i.e. we expect
the discounted reward to reach a limit which will indicate its infinite horizon discounted value.
We also expect the extensive nature of the belief update to have an effect on the simulation
time of a given number of time steps. The local belief update needs to take into account
multiple different possibilities in order to make an informed state estimate.

4-6

Summary

In this chapter has shown how we intend to utilize the global underlying policy to aid in
executing a decentralized problem. There currently do exist methods that make use of this
same idea, these however mostly focus on adding communication. The reasoning behind of
this is that the agents would communicate only when they were unsure of the current state,
leading to a separate policy being formed to tie down communication rules.
In order to build global policy, we reduce the decentralized problem to a form of MDP by
assuming full perfect communication between all agents and full observability of the state.
We solve this reduced form of the problem to obtain the global policy and its state-action
value function.
We make use of the global policy in two ways. We use it to alter the local belief update for an
individual agent and we also use it to base local actions on. The local belief update contains
a term that allows the agent to reason about the actions taken by other agents. We use this
term in combination with the value function to build a distribution over possible actions that
were taken.
In order for local agents to be able to base their actions on the altered local belief, we make
use of heuristics. These heuristics originate from their use in POMDP frameworks where we
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also use them to forge a link between the fully observable MDP and POMDP. We set out to
evaluate the utility of this method by calculating the expected value for a given decentralized
stochastic decision problem. There is however, no direct link we can put between this method
and a corresponding value. This means we have to evaluate by performing multiple runs of
the problem and using the resulting values to construct a value.
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Chapter 5
Simulations and Experimental Results

In this chapter, we compare the results obtained from simulations on benchmark problems
with results from other algorithms and approaches.

5-1

Benchmark Problems

In order to test the effect of the our approach on a decentralized problem, we test it on a
few benchmark problems found in literature. The problems we use to test are the ‘recycling
robots’ problem, the ‘broadcast channel’ problem and the ‘meeting on a grid’ problem. In
this section we will briefly explain the thought process behind these benchmark problems.
The exact state transition probabilities are defined in so-called ‘.dpomdp’ files that can be
found at a Dec-POMDP problem domain website 1 . We chose these benchmarks because they
do not require repeated information gathering. This is desirable since the QMDP heuristic is
unable to handle these types of problems.
We compare the performance of our approach with existing optimal performance. We also
compare to the performance of the heuristic action decision method in combination with other
belief update rules. These other update rules include instances where the local agents have
artificial access to all observations or actions. We do this to allow ourselves more insight into
the effect of our approach.

Recycling Robots Problem
The recycling robot problem [31] revolves around the two robots trying to clean up an unspecified environment. The agent set in this problem is defined by D = hrobot1 , robot2 i.
Each robot has the option of taking one of three high-level actions. They can choose to
pick up a small can, pick up a large can or recharge their battery. Arobot1 = Arobot2 =
hrecharge, pickup_small, pickup_largei. If a robot chooses to pick up a small can, it will
1

http://users.isr.ist.utl.pt/~mtjspaan/decpomdp/index_en.html

Master of Science Thesis

M.J. Hulscher

40

Simulations and Experimental Results

receive a small reward, if it chooses to recharge, it will receive nothing. A robot is unable to
pick up a large can by itself, thus it requires the other robot to help. The robots will only
receive a reward for picking up a large can if they do so simultaneously. The state space
of this system is comprised of the battery levels of the robots which is discretized into two
values. A ‘high’ and ‘low’ battery value for each robot resulting in the state space description
S = hhigh_high, high_low, low_high, low_lowi. Picking up a small can will lower the battery state with a probability of 0.7. Otherwise, the battery state will remain the same. Trying
to pick up a large can will have the same effect, only then, probability that the battery state
is reduced is 0.5. If any one of the two robots has a low battery state and further depletes
it, a strong negative reward is issued. Both robots can perfectly observe their own battery
state, they cannot however observe the battery state of each other. This makes it difficult
for the robots to appropriately determine when they should best try to pick up the large
can. Summarizing, the Recycling robots problem is a problem with 4 states, 9 actions and 4
observations.

Broadcast Channel Problem
In the broadcast channel problem [32], we look at the interaction between two agents who
need to broadcast messages over a single channel. Every time step the agents can send a
message over the channel, however only one message can be sent over the channel at a time,
otherwise the messages collide. To avoid this, the agents to need to coordinate their actions
in such a way that they are able to send their messages with minimal chance of collision. The
agents themselves can take two possible actions. They can either send a message or wait and
do nothing. If an agent successfully sends a message, it receives a reward of 1. If the agent
waits, or unsuccessfully sends a message, it receives no reward. At the end of a time step,
both agents receive a stochastic observation of whether or not a message was successfully
sent or not. Both agents have a message queue to pick their messages from. The most basic
version of the broadcast problem only has a queue length of 1. After each time step, the queue
has a probability pi of having a message added to it per agent. This probability differs per
agent since it would be trivial to build a policy if they had the same probability of receiving
a message (basically taking turns sending and waiting). The standard 2-agent problem uses
p1 = 0.9 and p1 = 0.1. Overall, the system has 4 states, 4 observations and 4 actions where
the observations are 2 per agent, as are the actions per agent.

Meeting on a Grid
Another benchmark problem is the ‘meeting on a grid’ problem where we place two agents in a
square environment subdivided in a pattern of 3x3 squares. [33, 34]. The agents can navigate
the environment by taking small steps every time step in the directions ‘up’, ‘down’, ‘right’
or ‘left’. They can also opt to stay in the same spot. Any attempted move will only succeed
with limited probability, failing the actions results in moving to another spot than intended or
standing still. An attempt to move through walls will result in the agent in staying in the same
square. The robots have the ability to occupy the same square simultaneously but cannot
sense each others’ presence. The agents can only make out their own position in the grid. The
goal of the robots is to find each other in one of two spots on the grid, either in the top left
M.J. Hulscher
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goal

goal
Figure 5-1: meeting on a grid problem. Two agents need to find each other in one of two goal
squares to receive a reward.

or bottom right corner. In other words, the agents need to occupy the same specific square
in order to receive a reward. The agents obtain a reward of 1 for each time step they stay in
the same spot. Any other configuration of positions results in a reward of 0. The difficulty
in coordinating their actions lies in the stochastic nature of action results and the inability
for the agents to know about the location of each other. The problem is initialised with both
agents starting in opposite ends of the field. This initial setup is graphically represented in
Figure 5-1 This leaves the problem with a state space of 81 states. The total number of
actions is 25, comprised of five possible actions per agent. The total number of observations
is 81, comprised of nine observations per agent.

5-2

Global Policies

As stated in the previous chapter, we first need to find the global policy for the proposed
problems. This is easily done by using an existing MDP value iteration algorithm 2 . During
the optimization of the problems we have set the discount factor to 0.9 for all problems. These
global policies are used later on to define actions decisions for the individual agents in each
problem.
The global policy for the recycling robot problem very accurately displays the difficulty in
planning actions for the problem. This is depicted in Table 5-1. It is most advantageous for
the robots to pick up a large can if they both have a full battery. In the decentralized case
however, they do not know the battery state of the other robot at any time. This requires
them to reason about the battery state of the other to be able to choose whether or not to
pick up a large can. We can also already see an advantage in integrating the global policy into
a local one. The individual robots no longer need to reason over multiple actions if their own
battery is low, since the optimal action in any state combination is to recharge its battery.
Associated with this policy, we also have the Q-function which we will be using in combination
with the local beliefs of the agents. This Q-function is described in full in Table 5-2.

2
The MDP toolbox that contains this algorithm can be found at http://www.mathworks.nl/
matlabcentral/fileexchange/25786-markov-decision-processes-mdp-toolbox
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Table 5-1: Optimal global policy π for recycling robot problem. The robots will only require
knowledge of one another if they have a full battery themselves. If their own battery is empty,
the only optimal action is to recharge.

Agents
#2
#1
Battery Full
Battery Empty

Battery Full

Battery Empty

a2 = 3
a1 = 3

a2 = 1
a1 = 2

a2 = 2
a1 = 1

a2 = 1
a1 = 1

actions: 1=recharge, 2=search small can, 3=search large can
Table 5-2: Qrecycling robots (s, a). The highest values for a state correspond to the optimal action
in that state.

State a = 1 a = 2 a = 3 a = 4 a = 5 a = 6 a = 7 a = 8 a = 9
s = 1 30.463 31.951 29.609 31.951 33.472 31.153 29.609 31.153 33.848
s = 2 30.463 28.697 26.268 31.951 29.873 27.233 29.609 27.991 29.043
s = 3 30.463 31.951 29.609 28.697 29.873 27.991 26.268 27.233 29.043
s = 3 30.463 28.697 26.268 28.697 26.527 24.228 26.268 24.228 24.703
States: 1= full_full , 2=full_empty , 3=empty_full , 4=empty_empty
The global action numbers here, are based on a ternary numbering system using the local
action numbers in Table 5-1. This means for example: a=1 → a1 =1, a2 =1 and a=4 →
a1 =2, a2 =1.
The global policy associated with the broadcast problem is described in Table 5-3. Similarly
to the global policy for the recycling robot problem, we find some basic rules that local agents
can always adhere to. In this case, agent #1 will always send a message if it has one, no
matter the message state of agent #2. This is due to the fact that agent #1 is much more
likely to have a message in queue than agent #2 and would thus more likely be able to safely
send it. The global policy also defines actions for the state in which neither agent has a
message in queue. This is of no effect to the performance of the agents since they cannot
clash any message they cannot send.The Q-Function of the broadcast problem is shown in
Table 5-4.
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Table 5-3: Optimal global policy π for broadcast channel problem. Agent #1 will always send
its message if it has one in queue. What happens when neither agent has a message in queue is
of no relevance since there can be no clash.

Agents
#2
#1

Message in local queue

No message in local queue

a2 = 2

Message in queue

a1 = 1

a2 = 2
a1 = 1

a2 = 1

No message in queue

a1 = 2

a2 = 1
a1 = 1

actions: 1=send message, 2=wait
Table 5-4: Qbroadcast channel (s, a)

State a = 1 a = 2 a = 3 a = 4
s = 1 8.4321 8.4321 8.4321 8.4321
s = 2 8.4321 8.7310 9.4321 8.7310
s = 3 8.4321 9.4321 8.5158 8.5158
s = 4 8.4321 9.7310 9.5158 8.7579
where A = h1=send_send, 2=send_wait, 3=wait_send, 4=wait_waiti
and S =
h1=message_message, 2=message_nomessage, 3=nomessage_message, 4=nomessage_nomessagei

The global policy for the meeting on a grid problem is quite extensive since it defines global
actions for each state and the state space is vastly larger than the other two problems. In
fact it has 81 possible states whereas the other two problems only have 4. In essence, the
global policy dictates that the agents should move to the goal space nearest to them. If one
agent is already at a goal space, the other should move to meet it there, as can be seen in
Figure 5-2a. This is an example of avoiding equilibrium conditions. Suppose both agents are
at opposite goal spots, one of the two should move to the other goal space in order to receive
a reward. However in it will not matter which agent stays and which one moves since the
total reward remains the same. This introduces a choice as to which agent should move and
which one should stay. This choice has now been made by solving the underlying problem,
easing the actual decentralized decision making later on when such a situation occurs.

5-3

Simulation Results

The data shown in this chapter is the result of multiple runs of each benchmark problem,
varying over belief update type and method of action selection. The expected value of a
particular combination is the average over 150 runs. The simulations were run over a period
of 100 time steps. In the case of the broadcast channel problem, this was extended to 900
time steps to be able to compare the results to existing finite horizon optimal results.
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3
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1

1

1
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(a) Agent #2 should move to #1, even if
it is already in a goal spot.

1

2

3

(b) Both agents should move to the nearest goal spot on the grid.

Figure 5-2: Parts of the global policy for the meeting on a grid problem. If agent #1 occupies
the color filled square, the optimal actions for agent #2 are defined by the arrows for each state
from which the arrow originates. The lack of an arrow in a square indicates that the optimal
action is to not move.

The different belief update types we evaluated are:
• local belief + policy, where each agent performs the local belief update defined in the
previous chapter. The belief update includes the global policy information defined by
the global policy.
• local belief, where each agent performs the local belief update without any knowledge
of the global policy.
• local belief + global action, where we allow all individual agents to perfectly know the
actions performed by all other agents during the last step.
• local belief + global observation, where we allow all individual agents to perfectly know
the observations seen by all other agents.
• global belief, where all agents know all actions and observations of the others. This is
essentially how the underlying POMDP behaves and thus will use the POMDP belief
update defined in Chapter 3.
• global knowledge, where all agents have access to the full state. This is essentially how
the underlying MDP behaves.
The belief updates for the ‘local belief + global action’ and ‘local belief + global observation’
are completely described in Appendices A and B respectively.
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The performance of our approach is evaluated in two ways. First we build the infinite horizon
value of the policies. This is done by calculating the discounted reward over the full length of
a simulation run and averaging them over all runs. We assume the this averaged discounted
reward adequately represents the infinite horizon utility. Which is reinforced by the fact that
the discounted reward will asymptotically approach its limit.
The other way in which we view our results is by limiting the number of time steps. Even
though our approach is mainly directed at the infinite horizon case, we also use its gained
reward at any time instant and compare it to existing optimal results from finite horizon
approaches. This way we can see if our approach is performs comparably to finite horizon
policies, which can be proven to be optimal. These comparisons forgo the use of discounting
to more accurately view the progress in gaining rewards.

5-3-1

Infinite Horizon Utility

The infinite horizon utility represents the expected discounted value that the agents could
obtain in their foreseeable future. This number is a representation of the performance of
the agents when we do not specifically plan ahead for a set number of time steps. In the
calculation of these infinite horizon values, we used a standard discount value of γ=0.9. We
compare the behavior of three action decision heuristics in light of varying states of knowledge
about the current global state. This way we can identify which factors play a role in the action
decision process and of what importance these are.
Since we cannot actually measure an infinite number of rewards over time, we calculate the
infinite horizon utility using a limited number of reward measurements. The infinite horizon
utility is calculated as the expected discounted reward to be obtained over an infinite number
of steps. In order for this number to be finite, it should reach a limit value asymptotically.
We can ascertain this asymptotical approach to a limit value from a finite number of time
steps and determine by extension the infinite horizon utility.
These benchmark problems have already been used in relation to infinite horizon policy
methods, meaning we can compare existing results in this field with ours. The highest known
discounted infinite horizon value for the recycling robot problem is 31.92865 [31].
The highest known discounted infinite horizon value for the broadcast problem is 9.1 [31]. The
meeting on a grid problem does not yet have an expected infinite horizon utility to compare
to. 3

Recycling Robots Problem
Applying a local belief method in combination with action decision heuristics to the recycling
robots problem will result in a very good performance when compared to the currently known
best. Which is, as stated, currently at an expected value of about 31.9. Accurate values of
the infinite horizon utility obtained for this problem are depicted in Table 5-5.
There are a few notable occurrences happening in the system however. For instance, the
performance of the system under all action decision types can be clearly split into a couple
3
In instances where the paper was not accurate enough, the value was obtained from http://rbr.cs.
umass.edu/camato/decpomdp/download.html
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categories. Any policy that relies on a belief with full information on the global observation
will outperform most others. This is due to that fact that the recycling robots problem is
fully observable once all local observations can be combined. In other words, the recycling
robots problem is a Dec-MDP problem.
Another notable occurrence is the seemingly worse performance of both QMDP and α-vector
policies under a belief in which all actions can be seen. The reason this is happening is because
the robots will more often charge simultaneously to ensure a full battery for both in the next
time step. This next step, the robots can cooperatively pick up a large can to receive a large
reward. Charging however does not bring with it any reward and thus both robots miss the
opportunity to gain extra reward.
The addition of policy information to the belief state does not seem affect the performance
of the system under any action decision heuristic. This most likely means that the policy
information provided during the belief update does not add enough certainty to change action
decisions in similar situations. On the other side, it also does not alter the behavior negatively
so as to reduce performance of the system.
As stated before, the expected values calculated for the infinite horizon utility are done so
using a finite number of steps and finding the limit value to which the system values go.
This limiting behavior is shown in Figure 5-3 for each belief update, and action heuristic
combination.
Table 5-5: Infinite Horizon utility of the MLS,QMDP , and α-vector action decision heuristics on
the recycling robots benchmark problem while varying the information content fed to the individual
agents. Adding global policy information seems to have no added effect on the performance.

Belief Type

MLS

QMDP

α-vector

local belief + policy
local belief
local belief + global action
local belief + global observation
global belief
global knowledge

22.0625
21.2149
23.0378
32.5229
32.6472
32.8396

30.737
30.7886
24.2295
32.9455
33.3284
32.5739

30.8338
31.0509
25.4078
30.5005
29.486
31.3307

Broadcast Channel Problem
The results obtained when simulating the broadcast channel problem closely resemble those
obtained for the recycling robots problem. The expected infinite horizon utility lies very close
to the currently know highest value of 9.1. Accurate values of the infinite horizon utility
obtained for this problem are depicted in Table 5-6
Even more so than with the recycling robots problem, the expected infinite horizon values for
the broadcast channel problem lie very close together. Even the difference between the MLS
and other action heuristics has become very small.
The only combinations of belief and action heuristic to properly differentiate themselves from
the rest are those that involve global knowledge, which is understandable since using this
M.J. Hulscher
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Figure 5-3: Discounted reward for the recycling robots problem over time. The expected discounted reward build up over time shows asymptotic approach to a limit.

belief type is essentially the same as simplifying the decentral problem to an MDP problem.
In this more basic form, the agents have basically coordinated their actions perfectly.
Again we see that adding global policy information to the local belief will not improve the
behavior in any noticeable way. However, for this problem the reason behind this is more
obvious. We might not be able to reasonably expect an agent operating on a local belief with
global policy information to outperform one operation on a global belief. In other words, we
can expect the global belief to serve as an upper bound on the performance.
Figure 5-4 shows that we can safely say these values will suffice as an infinite horizon utility
indication. The expected value has stayed the same over a long period of time.
Table 5-6: Infinite Horizon utility of the MLS,QMDP , and α-vector action decision heuristics
on the broadcast channel Benchmark Problem while varying the information content fed to the
individual agents. There is little to no effect if we add (perfect) information to the belief update.

Belief Type

MLS

QMDP

α-vector

local belief + policy
local belief
local belief + global action
local belief + global observation
global belief
global knowledge

8.93235
8.98791
8.96727
8.96582
8.99888
9.57903

8.97647
9.06342
9.01656
8.99466
9.0031
9.47377

9.05809
9.03451
9.00001
8.99371
9.02885
8.95733
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Figure 5-4: Discounted reward for the broadcast channel problem over time. The expected
discounted reward build up over time shows asymptotic approach to a limit.

Meeting on a Grid
Compared to the other two benchmark problems, we see a little more variety in results with
the meeting on a grid benchmark. There are distinct stages visible in the results that are
attributable to the information content fed to the agents.
First off, looking at the MLS policy heuristic, we can clearly see that all forms of belief where
the agent is given more information, will result in an improved performance. The belief types
where any kind of accurate global information is provided show the best behavior. This would
indicate that knowing the action of another agent would be just as advantageous as knowing
their observation. We can also see that the inclusion of global policy information to the belief
of a local agent will improve the behavior of the system.
Direction our attention to the results involving the QMDP action decision heuristic. We can
identify three distinct categories of utility. The first of which is composed of the two fully
local belief types. Using the QMDP seems to negate any information added to the system,
opting to generalise over values of the possibilities. The second category is composed of only
the local belief with perfect knowledge of the global action. It shows an improvement over
the fully local belief types, indicating that knowledge of the global action can indeed be used
(more) effectively to improve performance. The third category shows the best performance.
Allowing use of the global observation in this case will result in the best results. This is due
to the fact that again, this problem is a Dec-MDP problem, which is fully observable if all
local observations are combined.
All belief types perform oddly in combination with the α-vector heuristic. This is most likely
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caused by the way in which the α-vector policy is constructed. This is done by sampling the
belief space of the agents. This sampled set may not include any high probability beliefs such
as perfect knowledge of the state. This discrepancy between sampled set and attainable set
results in an altered behavior of the system.

Table 5-7: Infinite Horizon utility of the MLS,QMDP , and α-vector action decision heuristics
on the meeting on a grid benchmark problem while varying the information content fed to the
individual agents. Adding information about the global policy affects the performance of the
agents.

Belief Type

MLS

QMDP

α-vector

local belief + policy
local belief
local belief + global action
local belief + global observation
global belief
global knowledge

7.6813
7.91842
9.93741
9.95044
9.94755
9.95359

6.75105
5.48652
7.84034
9.95293
9.95878
9.95443

7.73261
7.91868
7.82598
6.58839
6.59114
6.62977
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Figure 5-5: Discounted reward for the meeting on a grid problem over time. The expected
discounted reward build-up over time shows an asymptotic approach to a limit.
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Finite Horizon Utility

The complexity issues involved with infinite horizon policies are so severe that we cannot be
sure that any infinite horizon policy is optimal. In other words, infinite horizon policies are
undecidable [23]. To still be able to evaluate the performance in some way, we will compare
the average expected reward of execution over a limited horizon. This is similarly done as
the infinite horizon cases. We average the obtained rewards over 150 runs of simulation
and deduce an expected reward to be obtained within certain time step limits. In order to
compare accurately to existing optimal results, we forgo any discounting of the reward in the
calculation of these values.
Comparing results of our approach to existing finite horizon methods does however require
some things to take into account. The heuristic action decision method we use can be classified
as a stationary policy. In other words, the action decisions do not depend on the time instant.
For finite horizon decision problems however, the optimal policy is typically not a stationary
one [16]. This can be more intuitively explained by realising that the agents can afford to
take more risks near the final steps, realizing it will not reach certain negative states before
reaching the final step.
To further elaborate, comparing finite horizon utility in this case is done merely to show
performance statistics in smaller cases and view it in light of optimal decentralized finite
horizon behavior. Because of this, we will only elaborate on some notable instances. The full
set of finite horizon utility results is shown in Appendix C.

Recycling Robots Problem
In a similar effect to the infinite horizon utility in the previous section, the finite horizon
utility for almost all belief update-action heuristic combinations lie very close to the finite
horizon optimum [35]. Figure C-2 shows the results for the QMDP policy and its proximity
with the finite horizon optimum.
The difference between the finite horizon optimum and our local belief methods is small,
especially when used in combination with the QMDP policy heuristic as can be seen in Figure
C-2. This distance seems to be a fixed length away form the optimal decentral case since it
does not seem to increas over longer horizons, as can be seen in Figure 5-7.
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Figure 5-6: Average cumulative reward obtained at specific time steps for the recycling robot
problem using the QMDP policy heuristic in combination with multiple belief update rules. Local
belief methods perform close to the optimal decentral values.
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Figure 5-7: Average cumulative reward obtained at specific time steps for the recycling robot
problem using the QMDP policy heuristic in combination with multiple belief update rules. Local
belief methods stay close to the optimal decentral values.
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Broadcast Channel Problem
The results found for the broadcast channel problem resemble the results found for the recycling robots problem in that the values associated with local belief methods lie closely near
the optimal decentral values, as can be seen in Figure C-6. This proximity remains if we look
at the higher counts of time in Figure 5-9.
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Figure 5-8: Average cumulative reward obtained at each time step for the broadcast channel
problem using the MLS policy heuristic in combination with multiple belief update rules.

Meeting on a Grid
Since we did not have an infinite horizon utility for the meeting on a grid problem, we could
only compare the behavior of the system to results we obtained ourselves. This is where the
finite horizon utility comparison comes in handy, since it indicates the level of performance
we can expect with respect to an  optimal performance criterium.
What we can see from the comparison is that the local belief together with the MLS heuristic
performs as well as the finite horizon optimum for lower horizons. This is shown in Figure C11. In fact, up to a horizon of 6, it slightly outperforms the finite horizon optimum indicating
that the provided  optimum is at the lower end of its error bound. For higher horizons, the
optimal finite horizon policy will again start to outperform the MLS policy with local beliefs.
With the QMDP policy we see about the same performance as with the MLS policy in that
it lies close to the optimum for the small horizon cases, but loses that proximity for larger
horizons. The difference in performance between a fully local belief and the altered belief is
reduced though. This due to the fact that the QMDP provides a better tradeoff mechanism
for dealing with state uncertainty.
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Figure 5-9: Average cumulative reward obtained at each time step for the broadcast channel
problem using the MLS policy heuristic in combination with multiple belief update rules.
meeting on a grid MLS policy
7
optimal decentral
local belief + policy
local belief
local belief + global action
local belief + global observation
global belief

6

cumulative reward

5
4
3
2
1
0

2

3

4

5

6
time step

7

8

9

10

Figure 5-10: Average cumulative reward obtained at each time step for the meeting on a grid
problem using the MLS policy heuristic in combination with multiple belief update rules. Local
belief methods stay very close to the known optimal values.
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Figure 5-11: Average cumulative reward obtained at each time step for the meeting on a grid
problem using the QMDP policy heuristic in combination with multiple belief update rules. In lower
time step count, the local belief methods slightly outperform the ‘optimal’ values, indicating that
these are at the lower end of their  optimal values.

5-4

Summary

In order to find the effect of an altered belief, we compared the behavior of three heuristic
action selection methods in combination with six different forms of (partial) knowledge about
the system. The aim was to find a positive effect of improved knowledge on the performance
of the system. While it is certainly true that perfect knowledge of the state results in a
better cooperative behavior among the agents, this is not necessarily true for other ‘enhanced’
types of belief where the agent would magically know the accurate global action or global
observation. This fact is most notably seen in the broadcast channel problem, where anything
but perfect knowledge of the current state results in about the same expected reward for all
action selection methods.
While we cannot say with certainty that we can benefit from adding global information to a
local agent belief update, we can say that it is possible. This leads us to say that we have
found a way to improve cooperative behavior by altering the local belief update, we just can’t
guarantee improvement.
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Chapter 6
Conclusions and Recommendations

In this thesis, we studied the broad field of Markov Decision Processes with its extensions
into partial observability and in particular, multi-agent decentralized execution. It is this
decentralized execution around which the focus of this thesis lies. We set out to find out
whether or not we could improve the behavior of a multi-agent decentralised process by
making use of an underlying centralized system. We solve the underlying systems problem
to find appropriate actions to take in any given situation. The resulting policy is adapted for
use by individual agents in a decentralized setting using heuristic functions. These heuristics
are be based on the policy derived from underlying fully observable model.
The local agents know the global optimal policy and should therefore be able to perform
optimally if they would perfectly know the global state. Since this is not the case, we aim to
improve the local knowledge of the global state. This is done by altering the belief update
function of the local agents to incorporate information on the global policy by way of the
global value function. This allows local agents to reason over the likely actions performed by
other agents.
The altered local belief update was tested in combination with multiple action decision heuristics on a set of three benchmark problems. These benchmark problems all present a stochastic
environment in which the agents must fulfil a cooperative task without explicit communication
or observability of the system state. The agents are assumed to know about the stochastic
behavior of system transitions and observations. Results are obtained over multiple runs of
each problem and averaged to form an expected value for each action heuristic in combination
with a type of belief update.
While thoroughly grounded in theory, this approach could also be applied to a real world
system where multiple agents must work together to accomplish a task. Due to the broadness
with which the decentralized frameworks are defined, the amount of different systems that
can be modelled are endless.
As previously stated, our original intention was to test these decentralized decision methods
on a group of cleaning robots in order for them to tackle a larger, more complex environment
than they could ever handle by themselves.
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Conclusions
Results from simulations have shown that we can expect our approach to perform well in a
decentralized setting. In fact, we have empirically shown that the use of local beliefs combined
with heuristic functions can closely follow verified optimal results.
Furthermore, these tests show the possible advantage of altering local beliefs to improve cooperative behavior. This is most notable in cases where there is a distinct difference between the
performance of a pure local belief and a belief where the global action is perfectly known. This
leaves room to improve local reasoning about global actions and by extension, the cooperative
performance of the agents in the system.
The added benefit of altering a local belief state is not guaranteed however. Whether or not it
improves the cooperative behavior depends on the problem at hand and which type of heuristic
is used. A most obvious case where this altered belief will not result in an improvement, is the
one where even accurate global information, such as the global observation, does not cause
an improvement. This can be seen as an upper bound on the value of the performance of the
agents.
By using and specifically altering the local belief update in a decentralized problem, we can
look in a new way at approaching decentralized problems and obtaining good results in the
process.
We essentially replace a very heavy planning stage to a simplified global planning stage, and
requiring a little more effort during execution by way of a heavier belief update.

Future Work
Future works can follow suit by more accurately defining and choosing the way in which
global action information is fed into the belief update. In this thesis we used the Q-function
to accomplish this since it defines a desirability of particular global actions in every state.
This in turn lead to a distribution over possible global actions. This could be improved by
building a new type of Q-function that holds the decentralized nature into account or weighs
the current Q-function in such a way that it improves the cooperative behavior. Further
study should show what kinds of methods are applicable and will result in improvement.
Other extensions of this work could focus on problems in which repeated information gathering
is more important. If multiple agents should cooperatively build certainty about the state
this can also be reflected in the belief update function. An individual agent can then rely
more on the proper behavior of other agents and focus on acquiring their own information.
A major aspect of our research hinges on the assumption that we initially have access to
the full system and its interactions. This might not always be the case however. In such a
case we could possibly extend out method into online planning where the agents first learn
concurrently (with full communication) but need to diminish this communication use over
time. Eventually reaching a point where all communication is cut off and the agent must
cooperate based on their local information only.

M.J. Hulscher

Master of Science Thesis

Appendix A
Derivation of belief update with
knowledge of global action

As an intermediate measure, we derive a type of local belief update where an agent i is
assumed to miraculously know the global action taken. This belief update will serve to help
in understand the workings of the local beliefs of the agents.

b(s0 ) = P r s0 |a, oi


(A-1)

Applying Bayes’ rule, we can write this as:

b(s0 ) =

P r {s0 , a, oi }
P r {a, oi }

(A-2)

Again, we focus on the numerator term since the denominator can be written as a function
of the numerator by:

P r {a, oi } =

X

P r s0 , a, oi


(A-3)

s0 ∈S

We can expand the numerator term to include the global observation o and the current state
s as follows

P r s0 , a, oi =


X

P r s0 , a, oi , o


(A-4)

o∈Ω

=

XX

P r s0 , a, oi , o, s


(A-5)

o∈Ω s∈S
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Derivation of belief update with knowledge of global action

We use the chain rule to expand this expression

=

XX

· P r oi |o, a, s0 , s

(A-6)

· P r o|a, s0 , s

(A-7)


· P r s0 |a, s

(A-8)

· P r {a, s}

(A-9)



o∈Ω s∈S



Using only sufficient statistics, this expression transforms to:

=

XX

· P r {oi |o}

(A-10)

· P r o|a, s0

(A-11)


· P r s0 |a, s

(A-12)

· b(s)

(A-13)

o∈Ω s∈S



After shifting around the sum terms, the total belief update becomes:

X

·P r {oi |o} · P r o|a, s0

o∈Ω
b(s0 ) = X X
s0 ∈S o∈Ω
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X

·P r s0 |a, s · b(s)


s∈S

·P r {oi |o} · P r o|a, s0


X

·P r s0 |a, s · b(s)


(A-14)

s∈S
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Appendix B
Derivation of belief update with
knowledge of global observation

As an intermediate measure, we derive a type of local belief update where an agent i is
assumed to miraculously know the full global observation. This belief update will serve to
help in part to understand the workings of the local beliefs of the agents.

b(s0 ) = P r s0 |ai , o


(B-1)

Applying Bayes’ rule, we can write this as:

b(s0 ) =

P r {s0 , ai , o}
P r {ai , o}

(B-2)

Again, we focus on the numerator term since the denominator can be written as a function
of the numerator by:

P r {ai , o} =

X

P r s0 , ai , o


(B-3)

s0 ∈S

We can expand the numerator term to include a reasoning over the global action a and current
state s as follows:

P r s0 , ai , o =


X

P r s0 , ai , o, a


(B-4)

a∈A

=

XX

P r s0 , ai , o, a, s


(B-5)

a∈A s∈S
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Derivation of belief update with knowledge of global observation

We use the chain rule to expand this expression as follows:

=

XX

· P r o|s0 , ai , a, s

(B-6)

· P r s0 |ai , a, s

(B-7)

· P r {a|ai , s}

(B-8)

· P r {ai , s}

(B-9)



a∈A s∈S



Using only sufficient statistics, this expression transforms to:

=

XX

· P r o|s0 , a

(B-10)

· P r s0 |a, s

(B-11)

· P r {a|ai , s}

(B-12)

· P r {ai , s}

(B-13)



a∈A s∈S



After shifting around the sum terms, the total belief update becomes:

X
0

P r o|s0 , a P r s0 |a, s


a∈A

b(s ) = X X
s0 ∈S a∈A
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X

P r {a|ai , s} P r {ai , s}

s∈S

P r o|s0 , a P r s0 |a, s




X

P r {a|ai , s} P r {ai , s}

(B-14)

s∈S
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Appendix C
Finite Horizon Utility Graphs

The figures presented in this Appendix show the expected rewards we can obtain from multiple
approaches, applied to the three benchmark problems used in this thesis. The figures are
arranged per benchmark problem and per action decision type used on them.

Recycling Robots Problem
recycling robots MLS policy
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local belief + global action
local belief + global observation
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Figure C-1: Average cumulative reward obtained at each time step for the Recycling Robot
problem using the MLS policy heuristic in combination with multiple belief update rules
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Finite Horizon Utility Graphs
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Figure C-2: Average cumulative reward obtained at each time step for the Recycling Robot
problem using the QMDP policy heuristic in combination with multiple belief update rules
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Figure C-3: Average cumulative reward obtained at each time step for the Recycling Robot
problem using the α-vector heuristic in combination with multiple belief update rules
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recycling robots random action
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Figure C-4: Average cumulative reward obtained at each time step for the Recycling Robot
problem using random uninformed actions
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Figure C-5: Average cumulative reward obtained over time for the Recycling Robot problem
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Finite Horizon Utility Graphs

Broadcast Channel Problem
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Figure C-6: Average cumulative reward obtained at each time step for the Broadcast Channel
problem using the MLS policy heuristic in combination with multiple belief update rules
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Figure C-7: Average cumulative reward obtained at each time step for the Broadcast Channel
problem using the QMDP policy heuristic in combination with multiple belief update rules
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Figure C-8: Average cumulative reward obtained at each time step for the Broadcast Channel
problem using the α-vector policy heuristic in combination with multiple belief update rules
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Figure C-9: Average cumulative reward obtained at each time step for the Broadcast Channel
problem using random uninformed actions
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Figure C-10: Average cumulative reward obtained over time for the Broadcast Channel problem
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Meeting on a Grid
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Figure C-11: Average cumulative reward obtained at each time step for the Meeting on a Grid
problem using the MLS policy heuristic in combination with multiple belief update rules
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Figure C-12: Average cumulative reward obtained at each time step for the Meeting on a Grid
problem using the QMDP policy heuristic in combination with multiple belief update rules

Master of Science Thesis

M.J. Hulscher

68

Finite Horizon Utility Graphs

meeting on a grid α-vector
7
optimal decentral
local belief + policy
local belief
local belief + global action
local belief + global observation
global belief

6

cumulative reward

5
4
3
2
1
0

2

3

4

5

6
time step

7

8

9

10

Figure C-13: Average cumulative reward obtained at each time step for the Meeting on a Grid
problem using the α-vector policy heuristic in combination with multiple belief update rules

meeting on a grid random action
7
optimal decentral
local belief + policy
local belief
local belief + global action
local belief + global observation
global belief

6

cumulative reward

5
4
3
2
1
0

2

3

4

5

6
time step

7

8

9

10

Figure C-14: Average cumulative reward obtained at each time step for the Meeting on a Grid
problem using random uninformed actions
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Figure C-15: Average cumulative reward obtained over time for the Meeting on a Grid problem
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Glossary

List of Acronyms
AH

Action History

AOH

Action Observation History

Dec-MDP

Decentralised Markov Decision Process

Dec-POMDP Decentralized-Partially Observable Markov Decision Process
DP

Dynamic Programming

MADP

Multi-Agent Decision Process

MDP

Markov Decision Process

MMDP

Multi-Agent Markov Decision Process

NE

Nash equilibrium

OH

Observation History

PBVI

Point Based Value Iteration

POMDP

Partially Observable Markov Decision Process

POSG

Partially Observable Stochastic Game

RL

Reinforcement Learning
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Glossary

List of Symbols
a
A
ai
Ai
a
A
~a
b
D
γ
h
k
o
Ω
oi
Ωi
o
Ω
~o
O
π
πMLS
πQMDP
P r {x}
Q
r
R
s
s0
S
T
θ~
V
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action
action space
local action for agent i
set of local actions for agent i
global action (or joint action)
set of global (or joint) actions
action history
belief-state
set of agents
discount factor
horizon
time step
observation
set of observations
local observation for agent i
set of local observations for agent i
global (or joint) observation
set of global (or joint) observations
observation history
observation function
policy
most likely state policy heuristic
QMDP policy heuristic
probability of x taking place
state-action value function
reward
reward function
state
state in the next time step k
set of states
state transition probability function
action-observation history
(state) value function
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